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Abstract

This memo provides an analysis of the convolutional
resampling algorithm used in radio-astronomy imaging
with respect to the imaging pipelines of the Australian
Square Kilometre Array Pathfinder (ASKAP). Due to
the large data rate (∼2.5GB/s), imaging an ASKAP
scale data-set requires significant processing capability.
In order to produce some capacity planning estimates
and understand the efficiency of the imaging process, an
analysis of one of the most computationally demanding
algorithms within the imaging pipeline was undertaken.
The analysis begins with an overview of the imaging
process, providing a context for understanding this con-
volutional resampling (or gridding) algorithm. Impor-
tantly, sizing of the convolution region, one of the most
significant variables impacting computational require-
ments, is described in detail. Benchmark results are
then presented for various platforms, then used as a
basis for capacity planning and sizing the central pro-
cessor. Finally a more detailed performance analysis of
the algorithm is presented along with implementation
details for both CPU and GPU implementations.

1 Introduction

The Australian SKA Pathfinder (ASKAP) is a 1%
Square Kilometre Array (SKA) pathfinder radio tele-
scope comprised of an array of 36 antennas each 12m
in diameter. It is capable of high dynamic range imag-
ing and uses a wide field-of-view phased array feeds.
ASKAP is located within the Murchison Radio Obser-
vatory (MRO), a remote radio-quiet desert region of
Western Australia. The specifications of the ASKAP
telescope are presented in more detail in [8]. Here a
brief overview provides context for understanding the
material presented.

The phased array feeds enables a large field-of-view,

about 30 square degrees on the sky. This enables sky
surveys to be carried out at a rate that far exceeds ex-
isting radio telescopes. The phased array feeds enables
data acquisition at rates more than an order of mag-
nitude faster than current radio telescopes; something
which has obvious flow on effects for the data processing
subsystems. Such large data rates prohibit storage and
transport of raw data for later offline processing; instead
requiring online data-reduction pipelines to reduce the
torrent of data to a more manageable quantity.

ASKAP hosts a number of processing and data-
reduction pipelines, many which must run in quasi real-
time. Of these only two are considered here; the con-
tinuum imaging and spectral line imaging pipelines.
Analysing the performance of these two pipelines is im-
portant, for similar reasons. The spectral line imaging
pipeline must produce images for all spectral channels,
and as such is dealing with the full data rate in the
process of creating an image. The continuum imaging
pipeline deals with a smaller number of spectral chan-
nels, as the data is averaged down by a factor of ∼50.
However, to produce high dynamic range continuum im-
ages an iterative approach to imaging is taken. As a re-
sult of this iteration, the same data may be iterated over
up to ten times as the image is refined. Both pipelines
are data-intensive, either processing a huge number of
spectral samples or processing a smaller number multi-
ple times.

This memo focuses on the convolutional resampling
(or gridding) algorithm used in the imaging process,
which is identified in earlier work [5] as being the dom-
inant computational activity.

The goal of this memo is three-fold; to describe the
performance characteristics of the gridder; to provide
some concrete performance figures for the gridder run-
ning on modern processors; and finally to use these
numbers to estimate the size of the compute resource
required to perform real-time imaging.
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The later goal is perhaps only documented here for
posterity’s sake, since the estimates have been since con-
firmed by processing simulated datasets. However the
model used for estimation is still a key tool used to
examine the performance implications of various pro-
cessing techniques, and will be useful to inform the
estimation of image processing requirements for other
proposed interferometers such as the Square Kilometer
Array.

2 Imaging Overview

The concept of synthesis imaging with a radio-
interferometer is not described in detail here, it is suf-
ficiently well documented elsewhere. We do discuss the
aspects of synthesis imaging which are somewhat spe-
cific to the ASKAP instrument and are key to under-
standing the material which follows.

At its simplest, imaging is the process of transforming
visibility samples into an image of the sky. To achieve
this, the imaging process leverages the Fourier trans-
form relationship between the observed visibilities and
the sky brightness.

The ASKAP spectral line imaging pipeline consists
of three primary stages (although optionally a deconvo-
lution step may be included):

• Initialisation

• Gridding

• Finalisation

Initialisation primarily involves setup of the grids and
the building of convolution functions used during the
gridding phase. Building the convolution functions is
a very computationally demanding step and can take
up to tens of minutes. Fortunately, and for reasons
described below, the generation of convolution functions
only has to occur once for any given observation.

Gridding is the process of convolutional resampling
and is described in more detail in the following section.
During the course of an observation this stage is the
primary/dominant operation.

Finalisation of the imaging process is dominated by
the required inverse Fourier transform, followed by the
writing out of the images. The later is not computation-
ally demanding, but large terabyte sized image cubes
can take many minutes to write out to disk or other
non-volatile storage.

The premise upon which our sizing estimates were built
are that; 1) the parallactic angle does not change dur-
ing the course of the observation, that is the primary

beam (in this case the synthesised beams) do not rotate
on the sky; 2) aperture blockage due to feed legs does
not change during the course of the observation; and
3) that spectral line imaging requires only a single pass
through the visibilities to achieve the target dynamic
range specification.

In the case the sky does rotate with respect to the
primary beam or feed legs, the convolution functions
must be rebuilt frequently, possibly thousands of times
throughout the course of a multi-hour observation.
Given the expense of this, the processing requirement
would increase by at least an order of magnitude, with
the re-calculation of the convolution functions dwarfing
the cost of gridding.

The ASKAP antenna is a novel three-axis design
which keep both the PAF and feed legs fixed with re-
spect to the sky. For the above mentioned reasons, the
specific manner in which central processor sizing is per-
formed in this memo cannot be transferred to an array
which does not maintain this premise.

In order to arrive at a sizing estimate to support real
time data reduction, the gridding phase is examined and
benchmarking performed.

3 Gridding Algorithm

In order to make use of the Fast Fourier Transform
(FFT), the visibility data must be transformed to a
regular grid. Standard, small field processing uses an
approach called convolutional re-sampling. The visibil-
ity data are sampled at discrete locations in u,v space.
This forms a sampled visibility function that is com-
posed of a collection of Dirac delta-functions. By con-
volving this with a finite-size kernel, this is converted
into a smooth function, which can then be resampled at
the grid points. The processing in this approach scales
as the number of visibility samples, and the size of the
convolutional kernel in pixels. For standard, small field
imaging, the gridding convolution function is typically
a prolate spheroid function, of size 9 by 9 pixels or often
smaller.

The subject of support size, the one-dimensional ex-
tent of the convolution region, is often confused, with
many papers and codes interchanging the use of half-
width and full-width support. Figure 1 illustrates the
difference between the two. Unless otherwise stated,
this memo uses full-width when quoting support size
(Nsupp), thus the convolution region for a given spec-
tral sample is simply Nsupp2 pixels.

The wide field imaging capability of ASKAP enabled
by the PAF has flow-down effects which impact this area
of computing. The first impact is the large number
of visibility samples which the imaging pipeline must
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7 pixels 

15 pixels 

Figure 1: Illustration of a convolution kernel, showing
the difference between the half-width support size (7
pixels) and the full-width support size (15 pixels).

deal with; scaling linearly with the number of beams
synthesised by the beamformer. Second is the w -term,
the need to deal with the non-coplanar baselines effect.
This effect is documented in [4] and [3], as are a number
of approaches to accounting for the w -term, including
the W-projection algorithm.

4 W-projection

The benchmarking and sizing estimates described in
this paper are based on the use of W-projection to ac-
count for the w -term. Another approach, W-stacking,
is described in section 8. W-projection has been de-
scribed in detail in [3]. Here we repeat the basic equa-
tions, and, in addition, provide some new analysis of the
properties of the gridding convolution function used in
w-projection.

The response of a narrow-band phase-tracking inter-
ferometer to spatially incoherent radiation from the far
field can be expressed by the following relation between
the spatial coherence, or visibility, V (u, v, w), and the
spectral intensity, or brightness, I(`,m); where u, v, w
are the components of the vector between the two in-
terferometer elements expressed in units of wavelength
of the radiation.

V (u, v, w) =
∫
I(`,m)
n

e−2πi[u`+vm+w(n−1)]d`dm (1)

n =
√

1− `2 −m2 (2)

This can be re-expressed as a multiplication followed by
a Fourier transform:

V (u, v, w) =
∫
I(`,m)G(`,m,w) e−2πi[u`+vm]d`dm

(3)

G(`,m,w) =
e−2πi[w(

√
1−`2−m2−1)]

√
1− `2 −m2

(4)

Applying the Fourier convolution theorem, we find that:

V (u, v, w) = G̃(u, v, w) ∗ V (u, v, w = 0) (5)

where G̃(u, v, w) is the Fourier transform of G(u, v, w),
and ∗ represents the convolution operator. To under-
stand the form of G̃(u, v, w), we can use a small angle
approximation:

G(`,m,w) = e−iπ[w(l2+m2)] (6)

G̃(u, v, w) =
1
iw
e−iπ

(u2+v2)
w (7)

Hence the first null of the convolution function is at
(u, v) radius =

√
w/2. The real part of the convolution

function is:

<(G̃(u, v, w)) =
1
w

sinπ
(u2 + v2)

w
(8)

Note that this form has two peculiarities. First it di-
verges at w = 0, and second, for w 6= 0, the sine term
oscillates at an increasing rate as the distance from the
centre of the (u, v) plane increases. These two effects
occur because we ignored the term 1√

1−`2−m2 , and the
necessarily limited field of view. In addition, the field of
view is also limited by other effects such as the antenna
primary beam. For this reason, we always calculate the
G̃ numerically, using a limited field of view.

A three-dimensional representation of the numeri-
cally calculated gridding convolution function is shown
in figure 2. The envelope is caused by decorrelation of
the sine term over a (u, v) cell. The condition is thus:

2πu∆u/w ≥ 2π (9)

This can be expressed in terms of the field of view
ΘFOV :

u/w ∼ ΘFOV (10)

So the slope of the envelope is directly proportional to
the field of view. As the field of view shrinks, the num-
ber of fringes across the convolution function diminishes
and eventually the term becomes a constant, just as ex-
pected for small field of view.

To summarise, the envelope of the gridding convo-
lution function scales as wΘFOV , and the number of
fringes across a slice scales as w3/2. The envelope scal-
ing can be used to reduce computing costs by choosing
the appropriate support for each value of w. Hence we
use a lookup table for the convolution function, with
w-dependent cutoff.
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Figure 2: Real part gridding convolution function:
<(G̃(u, v, w)). The vertical axis is w and the other two
axis are (u, v). Only the region w ≥ 0 is shown since
there is mirror symmetry about the w = 0 plane.

To complete our discussion of gridding convolution
functions, we note that the antenna primary beam
A(l,m) can also be included in the formulation as fol-
lows:

G(`,m,w) =
A(l,m)e−2πi[w(

√
1−`2−m2−1)]

√
1− `2 −m2

(11)

For obvious reasons, we refer to this approach as aw-
projection. If the primary beam is not centred on the
phase centre then an offset must be included in the
lookup table for the convolution function. By the con-
volution theorem, the transform of the primary beam is
convolved with the W-projection convolution function,
smoothing and slightly extending it. When we include
the primary beam, there is no realistic way to find ana-
lytic formulas for the convolution functions, and so we
calculate these terms by numerical integration (essen-
tially an FFT), allowing some factor of field of view
expansion in (l,m) space (typically 4-8) to improve ac-
curacy. The convolution function lookup table must
include both w-dependent cutoff and offset. The latter
is required in aw-projection if the primary beam is not
centred.

There remains one final effect to be considered before
we can estimate a typical support value. Most samples
have w values much less than the maximum. Hence for
the effective support, we must average over the actual
distribution of samples in w. For a specific observation,
this is straightforward to calculate. A representative
simulation was performed - an 8 hour observation of
a source at declination -45 degrees, with observing fre-
quency 1.4GHz. The rms value of λw for the 2km (6km)
configuration is 369m (480m). Since the work required
to grid the data goes as the square of the support, it
scales roughly as w2 and this effect can therefore be
very large and must be included in any estimation of
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Figure 3: Convergence of integrated power in real part
of the convolution function: 2km: W-projection, AW-
projection. The curves are red: w = 0, green: w =
wrms, blue: w = wmax. The green dashed line shows
the effective support calculated from the gridding statis-
tics, and the green dotted line shows that calculated
from wrmsΘFOV . In this calculation, the convolution
function is oversampled by a factor of 4.

the processing required.
To calculate the support more accurately, we consid-

ered two different approaches:

Value Truncate at a box where the real part of the con-
volution function first crosses a threshold, working
inwards to the centre. The threshold is typically
0.1% of the peak in the convolution function.

Power Truncate at a box where the integrated power
is within some threshold of unity.

Figure 3 shows the integration of power for various val-
ues of w: w = 0 (red), w = wrms (green), w = wmax
(blue), extending out to the truncation points for Value
truncation. Note that in all cases, the Value rule en-
sures that the integrated power is within 0.01% of unity.
As a check, we also show the effective support, calcu-
lated from the gridding statistics. This is in agreement
with the value calculated using via the field of view scal-
ing wrmsΘFOV .
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In practice, we use the simple Value truncation rule.
Our final recommendation for calculating support is as
follows:

1. Calculate the root mean square value of w: wrms

2. The support in u, v is then support = ΘFOV wrms

3. If more accuracy is desired, evaluate support nu-
merically. In the ASKAP software, this may be
accomplished using the cimager program.

Note that for a fixed field of view, not scaling with wave-
length (the ASKAP case), the support in pixels is in-
dependent of frequency. The effective support is ∼65
pixels for the 2km configuration, and ∼110 pixels for
the 6km configuration. For a diffraction-limited field of
view, scaling as λ, the support in pixels varies as wave-
length.

5 Benchmarking

It is preferable for any benchmarking and performance
analysis of an algorithm to be undertaken using the ac-
tual application in which the algorithm is to be used.
Testing within the context of the host application (in
this case the imaging pipeline) undoubtedly provides
the most reliable results. However sometimes this is dif-
ficult, especially for large and complex applications. Us-
age of a cut-down benchmark is beneficial where porta-
bility and simplicity is necessary.

For these reasons the gridding kernel of the ASKAP
imager was adapted into a standalone benchmark. This
benchmark was first published in [6]. It has since been
optimised and parameterised to more closely reflect
the actual ASKAP imaging pipeline and has been used
in profiling, analysis and performance measurement in
a number of environments. The benchmark exists in
many forms to support testing of various parallelism
techniques and technologies, including OpenMP, MPI,
CUDA and OpenCL. This memo deals with only
two implementations of the benchmark, the MPI and
CUDA versions which are run on general purpose
CPUs and GPUs respectively.

The gridder benchmark is parameterised as fol-
lows for each of the results provided here:

Number of lookup planes in w-projection: 33
Number of spectral channels: 1
Size of output grid: 4096 × 4096 pixels
Support size: 129 pixels
Oversampling factor: 8

This configuration maps the approximate partition-
ing of the actual workload, to that realised in the
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Figure 4: Gridder scaling comparison. The x-axis
shows the number of serial gridders running. Through-
put is shown along the y-axis, in millions of grid points
per second. Test-cases for CPU based systems range
from one gridder (i.e. one CPU core used) through to
fully occupying all CPUs in the node with one gridder
per core. The GPU based gridder is data-parallel, with
a single gridder instance utilising all GPU cores.

ASKAPsoft imager pipeline. The benchmark has been
widely distributed and performance results have been
captured from a large variety of systems. While many of
those results were obtained under confidentiality agree-
ments, results from a subset of those platforms are pro-
vided in Table 1. The measurement of performance is
expressed in terms of throughput, in millions of grid
points per second (Mpoints/s).

It is important to note that the benchmarking pro-
cess makes no attempt to measure the performance of
a single CPU module, instead benchmarking an entire
node. Benchmarking a single core or a single CPU ig-
nores the fact that resources such as cache or a memory
bus may be shared. This is perhaps best explained by
the data provided in figure 4.

With the exception of the single data point GPU
numbers, figure 4 shows how the platform scales as
more work is applied. The figure shows performance
(throughput) as a function of the number of single-
threaded gridders running. The key feature is the sub-
linear scaling of many platforms. For example, the dual-
socket Intel E5462 based system achieves a through-
put of 163.25 Mpoints/s for a single-core. Scaling this
linearly to eight cores, one could expect to achieve a
throughput of ∼1300 Mpoints/s for the entire dual-
socket quad-core node. In reality a rate of 393.73
Mpoints/s is achieved, in this case due to limitations
of the memory bus which is shared between all CPU
cores. An analysis of the performance of both the CPU
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Platform Throughput (Mpoints/s)
NVIDIA Tesla C2070 (CUDA) 3413.5
Dual-socket x86 node (Intel Nehalem X5570) 1408.9
Dual-socket x86 node (Intel Harpertown E5462) 393.7
Dual-socket x86 node (AMD Opteron 2218) 372.2
Blue Gene/P node (PowerPC 450) 210.9

Table 1: Gridder benchmark results (4096 × 4096 pixel grid) with a support size of 129 pixels. Throughput units
are: million grid points per second.

and GPU benchmarks is provided in section 7.
While it is common to compare platforms by inter-

preting these raw performance figures alone, this is of
limited value. Far more useful data comes from exam-
ining the performance relative to the cost of acquisition
and/or the cost of running these systems. This is ex-
plored in more detail in section 5.2.

5.1 Performance vs. Support Size

The benchmark is parameterised in a number of ways,
with some parameters obviously affecting performance
more than others. The number of spectral samples, for
a given support size, is the unit of throughput, and the
benchmark only need provide sufficient spectral sam-
ples so performance can be accurately measured. The
number of lookup planes in w-projection, the oversam-
pling factor and the size of the grid primarily impact
the memory requirements, not the size of the gridding
task. Those assertions were tested and verified to be
true for all reasonable range of parameters expected for
ASKAP. Specifically, we experimented with: number
lookup planes in the w-projection from 33 to 129; over-
sampling factors of 4 and 8; and grid sizes (1D) of 2048,
4096, 8192 and 12288 pixels.

The size of the convolution support however is signif-
icant, and the workload increases as the square of this
number. The range of reasonable values for ASKAP
could be quite large, thus the performance of the grid-
der as a function of support size was investigated. The
results of this are summarised in figure 5.

The results show that, in terms of Mpoints/s,
throughput increases as support size increases. A dis-
cussion of this is presented in following sections, though
simply stated, for small support sizes memory latency is
the primary performance inhibitor, while for large sup-
port sizes memory bandwidth is the primary limitation.
This reflects the fact that the benchmark was optimised
for support sizes in the range 65 to 129, and does not
imply that performance commensurate with memory-
bandwidth cannot be achieved for small support sizes.
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Figure 5: Gridder performance as a function of support
size. Support size on the x-axis is in 1-dimension.

5.2 Power Efficiency Metric

It was earlier stated that the raw performance figures
are of little interest. Metrics encapsulating performance
relative to capital and/or operational expenditure are
far more meaningful. Indeed one of the primary rea-
sons for this capacity planning exercise was to deter-
mine the cost of acquiring and operating the ASKAP
central processor.

To demonstrate the point that raw performance is
not a key metric, we calculate a power efficiency metric
for a subset of the platforms benchmarked. The results
are summarised in table 2. The three platforms were
selected because they each represent current generation
hardware, and are sufficiently varied in architecture to
make for an interesting comparison. The power figures
used are approximations only and should be considered
accurate +/-20% at best; furthermore are not inclusive
of power required for cooling. The figure also includes
interconnect power requirements, since it is not possi-
ble for us to separate this power cost out of the Blue-
Gene/P figure. Further complicating the results is that
fact we have measured performance, however we have
relied on technical data sheets to provide power figures.
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This comparison could be improved by measuring ac-
tual power usage while under the load of the benchmark
application.

6 Sizing the ASKAP Central Processor

The magnitude of the data reduction computational
task has been an area of concern for a long time. In-
deed the first ASKAP memo [5] is entitled “Computing
costs of imaging for the xNTD”. Due to the high data
rates and wide-field imaging there was no comparable
radio-telescope from which capacity planning numbers
could be drawn.

The combination of the performance figures described
in the previous section, coupled with a model of the
imaging process allowed the first credible estimates of
required capacity to be made. This section documents
a summary of this information, and provides those esti-
mates for the ASKAP central processor. The estimates
are based on those requirements prioritised as manda-
tory and within the scope of the ASKAP project. The
ASKAP instrument itself has greater capabilities which
may be leveraged with the future availability of greater
computational resources.

The sizing estimates are based upon a simple calcula-
tion of the total number of gridding operations within a
given period and are primarily a function of the number
of visibility samples to be processed and the number of
gridding operations required per sample.

The total number of visibility samples in a single cor-
relator integration (Nsample) is dependent upon; the
number of antennae (Nant); the number of synthesised
beams (Nbeam); the number of polarisation products
(Npol); and the number of spectral channels (Nchan).
This is then calculated as follows:

Nsample =
Nant × (Nant − 1)

2
×Nbeam ×Npol ×Nchan

(12)
Given equation 12, the total workload (number of grid
points) needed to be handled in a one second period
can be calculated. This is calculated in terms of the
length, in seconds, of a single correlator integration
(Tperiod), the support size (Nsupp) and the number of
griddings/degriddings (Ngriddings) required.

Npoints =
Nsample × (Nsupp)2 ×Ngriddings

Tperiod
(13)

The sizing estimate is described in terms of the dual-
socket Intel Nehalem X5570 node benchmarked in the
previous section. That system was benchmarked to per-
form 1408.9 × 106 gridding operations per second, and
is capable of peak 93.76 double precision GFlop/s (i.e.
2 sockets× 4 cores× 4 DP FLOP/cycle× 2.93GHz).

The sizing of the ASKAP central processor can be
conveyed via three methods given the information pro-
vided in this memo. 1) Throughput requirement, in grid
points per second; 2) units of the benchmarked system
(i.e. how many are required); or 3) peak theoretical
floating point operations per second (FLOPS) for the
required hardware. Defining requirements in terms of
FLOPS is somewhat misleading, for reasons explained
in section 7, however it is for better or for worse the
lingua franca of HPC performance.

The initial imaging pipelines delivered by ASKAP
will be the continuum imager and 30-arcsecond resolu-
tion spectral line imager. In order for these pipelines
to keep up with the incoming data stream, running
these two pipelines will produce a gridding workload
of 2,655,034 Mpoints/s. A compute cluster consist-
ing of the dual-socket Intel Nehalem X5570 compute
nodes benchmarked in the previous section would be
sized at approximately 1880 nodes. The total theoret-
ical double-precision floating point peak performance
for such a cluster would be approximately 176 TFlop/s.
The sizing estimates for the individual pipelines are de-
scribed in more detail in the following sections, and
summarised in table 3.

Running the spectral line imaging pipeline at a full
10-arcsecond angular resolution would require almost
an order of magnitude more memory, in addition to sig-
nificantly more compute capacity.

Note that for estimation purposes, and indeed for
ASKAP initially, a baseline independent correlator in-
tegration time of 5 seconds is assumed. Five-seconds is
expected to be adequate for the long baselines, while
may be longer than necessary for the shorter baselines.

6.1 Spectral Line Imager Sizing (30”)

The spectral line imager pipeline will produce image
cubes and source catalogues of line-emitting galaxies
within the field of view, over a bandwidth of 300 MHz
with high spectral resolution. Spectral line imaging
with full angular resolution is a challenging problem,
both in terms of computational requirement and the
storage of the resulting image cube. As such the sizing
for the 10-arcsecond imaging mode is described in the
following sub-section, with the 30-arcsecond resolution
mode described here.

This particular pipeline would nominally process data
for only the 30 antennas within the 2km array con-
figuration. The remaining 6 antennas would be ig-
nored, though potentially included for the few addi-
tional short (<= 2km) baselines. Only two polarisations
would be processed to form stokes I. In total three grid-
dings/degriddings are performed; 1) image gridding; 2)
PSF gridding; and 3) degridding continuum model im-
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Platform/CPU Performance (Mpoints/s) Power (Watts) Mpoints/s per Watt
Dual-socket node (Intel Nehalem X5570) 1408.90 260 5.42
NVIDIA (CUDA) Tesla C2070 3413.54 3901 8.75
Blue Gene/P node (PowerPC 450) 210.88 28 7.53

Table 2: Performance per Watt. A rough comparison of the power efficiency of three current generation platforms
with respect to the gridder benchmark performance. 1: Power budget includes host system, inclusive of CPU.

Pipeline Gridding throughput # of nodes Representative Rpeak
Spectral Line Imager (30-arcsec resolution) 1,156,290 Mpoints/s 820 76 TFlop/s
Spectral Line Imager (10-arcsec resolution) 4,795,976 Mpoints/s 3404 319 TFlop/s
Continuum Imager 1,498,742 Mpoints/s 1063 100 TFlop/s

Table 3: Processing pipeline compute requirements. Compute nodes are dual-socket Intel Xeon X5570 as described
in section 5. The representative Rpeak is the product of the number of nodes and their individual peak theoretical
double-precision floating point performance.

age for continuum subtraction. A summary of the con-
figuration parameters relevant to the sizing equations 12
and 13 is provided below:

Number of antenna (Nant): 30
Number of polarisations (Npol): 2
Nominal number of beams (Nbeam): 32
Number of spectral channels (Nchan): 16384
Correlator integration time: (Tperiod): 5 sec
Observed frequency: 1400 MHz
Cell size 10 arcsec
Support size (Nsupp): 65 pixels
# griddings/degriddings (Ngriddings): 3

A single correlator integration will then produce
4.561305 × 108 visibility samples. This results in a re-
quirement to sustain gridding at a rate of 1.156291 ×
1012 Mpoints/s. To support this requirement approxi-
mately 820 of the tested dual-socket Intel Xeon X5570
nodes would be required, with a total peak theoret-
ical throughput of approximately 76 double-precision
TFlops.

6.2 Spectral Line Imager Sizing (10”)

Including the outer 6 antennas allows imaging at an
angular resolution of 10-arcseconds. This increase in
the number of baselines, and hence visibility samples,
coupled with the increased image size and support size
leads to a significantly larger requirement than the 30-
arcsecond imaging mode already described. A summary
of the configuration parameters relevant to the sizing
equations 12 and 13 is provided below:

Number of antenna (Nant): 36
Number of polarisations (Npol): 2

Nominal number of beams (Nbeam): 32
Number of spectral channels (Nchan): 16384
Correlator integration time: (Tperiod): 5 sec
Observed frequency: 1400 MHz
Cell size 3 arcsec
Support size (Nsupp): 110 pixels
# griddings/degriddings (Ngriddings): 3

A single correlator integration will then produce
6.606028 × 108 visibility samples. This results in a re-
quirement to sustain gridding at a rate of 4.795976 ×
1012 Mpoints/s. To support this requirement approxi-
mately 3404 of the tested dual-socket Intel Xeon X5570
nodes would be required, with a total peak theoreti-
cal throughput of approximately 319 double-precision
TFlops.

6.3 Continuum Imager Sizing

The continuum imager pipeline will produce calibrated
continuum images within the field of view, over a band-
width of 300 MHz with a modest number of frequency
channels (approx. 256). This particular pipeline would
nominally process data from all 36 antennas, providing
an angular resolution of 10-arcseconds. This imaging
mode is possible due to the averaging of channels which
occurs before gridding. This significantly reduces the
number of visibilities which must be processed. A sum-
mary of the configuration parameters relevant to the
sizing equations 12 and 13 is provided below:

Number of antenna (Nant): 36
Number of polarisations (Npol): 4
Nominal number of beams (Nbeam): 32
Number of spectral channels (Nchan): 256
Correlator integration time: (Tperiod): 5 sec
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Observed frequency: 1400 MHz
Cell size 3 arcsec
Support size (Nsupp): 110 pixels
# griddings/degriddings (Ngriddings): 30

A single correlator integration will then produce
2.064384 × 107 visibility samples. This results in a re-
quirement to sustain gridding at a rate of 1.498743 ×
1012 Mpoints/s. To support this requirement approxi-
mately 1063 of the tested dual-socket Intel Xeon X5570
nodes would be required, with a total peak theoreti-
cal throughput of approximately 100 double-precision
TFlops.

7 Algorithm Performance Analysis

The sizing estimates for the central processor described
in the previous section estimate the size of the system
to be significant. The cost of such as a system is in the
millions of dollars for both capital and operational ex-
penses. As such it is vital to ensure the codes are highly
efficient. The days of being able to perform a simple cy-
cle accurate performance analysis of codes executing on
modern CPUs are long gone. The complexity of modern
CPUs complicates such an exercise significantly; how-
ever a rough analysis is still possible, and is performed
for the gridding algorithm. This performance analysis
is based on the gridder benchmark parameterised with a
support of 129 pixels per the results provided in table 1.

The CPU and GPU implementations of the bench-
mark used in section 6 vary significantly in detail, how-
ever they still perform the same core task. This task is
summarised below, and is used to calculate the approx-
imate number of floating-point operations required per
grid point:

1: Load spectral sample (α)
2: for all Nsupp2 grid points do
3: Load convolution (x)
4: Load grid point (y)
5: Compute y ← αx+ y
6: Store grid point (y)
7: end for

Counting the flops for the main loop, given all data and
computation is single-precision complex:

• Load convolution (2 ops, 8 bytes)

• Load grid point (2 ops, 8 bytes)

• Compute y ← α× x+ y (8 flops)

• Store grid point (2 ops, 8 bytes)

This estimate indicates 8 flops and 24 bytes of memory
access are required for each grid point. This however is

a simplification and makes a few assumptions; 1) loads
& stores are scalar, not packed; and 2) instruction level
parallelism (ILP) enables incrementing the convolution
and grid index in parallel with the floating-point opera-
tions. The first assumption relates to the way complex
numbers are stored in memory in the benchmark ap-
plication. Rather than the real and imaginary parts
(for the grids and convolution function) being stored in
separate arrays, they are interleaved in the same array.
As a result, packed loads and stores are not necessarily
possible.

Ignoring cache effects, this implies an arithmetic in-
tensity of 0.3 single-precision flops/byte. Modern pro-
cessors however are more suited to those algorithms
with an arithmetic intensity in the range of 2 to 10
single-precision flops/byte, indicating this algorithm is
likely to be memory-bandwidth bound.

7.1 CPU Implementation

The CPU implementation of the gridding benchmark,
tConvolveMPI [1], is derived from the original tCon-
volveBLAS benchmark described in [6]. The bench-
mark has been updated to more closely reflect the actual
ASKAP configuration and has had parallelism added.
The tConvolveMPI benchmark leverages MPI for par-
allel execution and synchronisation. The benchmark
mimics the ASKAPsoft imager in the way it achieves
parallel execution, essentially running a separate in-
stance of the benchmark on each core representing pro-
cessing of one spectral channel per core. This is mostly
an embarrassingly parallel application, with inter-core
communication limited to synchronisation.

The benchmark executing on the dual socket In-
tel Xeon X5570 node achieves an average gridding
throughput of 1408.9 Mpoints/s, or 11.3 single-precision
GFlop/s. The compute node itself has a peak floating-
point throughput of 187 single-precision GFlop/s based
on:

2.93 GHz × 8 SP Flops/cycle× 4 cores× 2 sockets

The achieved performance is a mere 6% of the peak the-
oretical floating point throughput, so we turn to mem-
ory bandwidth as a possible limiting factor. The Intel
Xeon X5570 with DDR3-1333MHZ RAM has a peak
theoretical memory bandwidth of 32GBytes/s; thus the
node under test has a peak theoretical memory band-
width of 64 GBytes/s, for CPU to main memory trans-
actions. Ignoring cache effects, such a memory band-
width would afford a gridding throughput of ∼2600
Mpoint/s. The benchmark attains just over 50% of this
theoretical peak, and given profiling indicates approxi-
mately 5% of the memory loads are from on-chip cache,
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the actual memory bandwidth utilisation is actually less
than 50%.

Section 8 provides a number of optimisations which,
when combined, may permit a throughput closer to the
predicted peak. However, given the benchmark is utilis-
ing approximately 50% of memory bandwidth, yet only
6% of peak theoretical Flops, it is apparent that even a
more optimised implementation of the benchmark will
be limited in performance by available memory band-
width.

7.2 GPU Implementation

The GPU implementation of the benchmark [2] is im-
plemented using the NVIDIA Compute Unified Device
Architecture (CUDA) software stack. It implements the
same algorithm as the CPU implementation, however
does so in a different way, particularly in the way in
which parallelism is achieved. Where a typical CPU has
a modest number of processing cores, the Tesla C2070
device consists of 448 CUDA cores; more specifically 14
multi-processors, each with 32 stream processors. The
CPU implementation allocates one grid per core, where
for a 4096 × 4096 pixel grid, some 64MB of memory is
required. Approaching the GPU implementation in the
same manner would require tens of gigabytes of memory
per GPU, something which is not viable with current
generation hardware. Furthermore, this is fundamen-
tally the wrong way to map an algorithm to the GPU.
The GPU can be thought of more as a vector processor
than traditional scalar processor, at least in terms of
parallelism granularity.

The benchmark implementation leverages all cores for
a single grid, with each thread responsible for a single
pixel in the convolution region. Additionally, multiple
spectral samples can be processed simultaneously in the
case where their convolutions regions do not overlap.
Thus, the number of threads in a single kernel invoca-
tion range from a few hundred to tens of thousands,
depending on the support size and the number of spec-
tral samples which can be processed without overlap.

The GPU benchmark does make one key assumption;
that memory copies between the host and device can be
entirely overlapped with execution of the compute ker-
nel. This is almost certainly true in the case where
the device has sufficient memory to host the grid and
convolution function. The spectral samples and associ-
ated indexes are comparatively small in size and can be
streamed from host to device memory.

The benchmark executing on the Tesla C2070
achieves an average gridding throughput of 3413.54
Mpoints/s, or 27.3 single-precision GFlop/s. The Tesla
C2070 has a peak floating-point throughput of 1.03
single-precision TFlop/s, thus the achieved performance

is ∼2.7% of peak theoretical floating point throughput.
Again we turn our attention towards memory band-

width as a possible limiting factor. The Tesla C2070 has
a peak theoretical memory bandwidth of 144 GBytes/s;
however with ECC enabled effective peak bandwidth
for global memory access is reduced by approximately
20% [9], to 115.2 GBytes/s. Ignoring cache effects, such
a memory bandwidth would afford a gridding through-
put of ∼4800 Mpoint/s. Thus, the benchmark has only
achieved approximately 71% of the peak theoretical
gridding performance based on memory bandwidth.

Part of this gap relates to overfetch; where more data
is fetched into cache than is actually used by the algo-
rithm. In the case of this benchmark, a support size
of 129 pixels implies 1032 bytes must be loaded from
global memory for each row of the convolution. How-
ever on the Tesla C2070 device, such memory is cached
and a cache line is 128-bytes in size. Consequently nine
128-byte loads are required, resulting in an overfetch of
120-bytes, or 12%.

Much of the remaining performance gap relates to
unavoidable overhead such as kernel launch times. The
gridding benchmark does contain a large number of ker-
nel launches, indeed gridding 160,000 samples requires
some 17,417 kernel launches. These separate kernel
launches effectively form a barrier, ensuring samples
which may overlap are not gridded in parallel.

We conclude then, for the GPU benchmark, memory
bandwidth is the limiting factor affecting performance.
A secondary limiting factor is the large number of kernel
invocations required to isolate gridding of samples with
overlapping convolution regions.

8 Optimizations

The sizing estimate in section 6 estimates the central
processor requires a cluster or supercomputer rated at
∼176 TFlop/s, while we have planned for a system of
some 100 TFlop/s. The benchmark used was reason-
ably well optimised, including the use of platform spe-
cific math libraries, BLAS in particular. There do exist
however further opportunities for optimisation which we
expect to leverage in order to reach our goal of reducing
the compute requirement to ∼100 TFlop/s.

8.1 On-the-fly sorting

Section 7 characterises the gridder workload as being of
low arithmetic intensity. The performance penalty of
such a workload is severe, and is usually mitigated by
pre-fetching to reduce memory latency and by caching
to reduce off-chip memory bandwidth requirements. As
is the case for many codes, this does not come for free,
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and must be specifically accounted for in algorithm de-
sign and implementation.

Spectral samples are streamed from the ASKAP cor-
relator in an order which does not necessarily promote
locality on the uv -plane. Indeed, the uv -coordinates, as
far as the CPU hardware prefetcher is concerned have
a quasi random ordering. In order to make better use
of CPU cache, steps are necessary to promote more lo-
calised access of the uv -plane and of the cache of con-
volution functions.

The data-rate from the ASKAP correlator is
∼2.5GB/s, and achieving a perfectly optimal memory
access pattern is not necessarily possible given the need
for processing to keep up with the data rate. However it
is possible to perform on-the-fly sorting within windows
of ∼1000 spectral samples, or practically whatever can
be sorted quickly and efficiently in CPU cache. Given
the sorting need not be perfect, a simple approach can
be used to merely attain an approximate ordering.

Experiments with various on-the-fly sorting tech-
niques, sorting by the u, v, and/or w coordinates
demonstrate for CPUs (i.e. processors with large
caches) throughput improvements on the order of 50%
beyond those documented in table 1 are possible where
explicit sorting is not required. For example, if the
data is implicitly sorted, perhaps grouping all beams
for a given antenna pair, as it is read from the correla-
tor. In the case where an explicit sort is required the
performance increase is a more modest 10-20%. The
benefits of sorting however vary greatly between plat-
forms depending on the size of the cache and the band-
width/latency of cache relative to main memory.

8.2 Prefetcher hints

Modern CPUs include hardware prefetchers, a solution
to the growing memory latencies and the associated
impact upon performance. The hardware prefetcher
achieves this by prefetching data and instructions from
main memory into CPU cache in anticipation of it be-
ing needed in the near future. This capability is only
viable when the CPU can predict, based on access pat-
terns, which memory locations may be accessed next.
Simple sequential or strided memory access, either in
forwards or reverse directions are all easily optimised
by the prefetcher.

The previous section describes the uv-coordinates for
the samples as quasi random ordering, causing quasi
random memory access patterns. However, from the
software perspective memory access can be predicted in
advance by buffering a small number of spectral sam-
ples and inspecting the uv-coordinates of those samples
to be gridded next. Fortunately it is possible to supply
prefetcher hints to the CPU via special prefetch instruc-

tions. These instructions are typically exposed to the
C\C++ programmer via compiler intrinsics. These in-
trinsics allow the program to influence the CPU as to
what memory region will be prefetched.

Experiments with prefetching the convolution func-
tion and/or grid region for the next sample or few sam-
ples demonstrate throughput improvements of up to
15%. The greatest performance improvements are seen
when a small support size is used, since that case is the
most severely affected by memory latency.

8.3 W-Stacking

The performance of the W-Projection approach used for
the basis of estimation in this memo is highly dependent
on the size of the support used. The further the visi-
bilities gridded are from the w=0 plane, the larger the
support required. For ASKAP, this can grow to be over
100 pixels, resulting in tens of thousands of gridding
operations per spectral sample.

An alternate approach is W-Stacking, instead of a w -
plane dependent convolution function, a w -plane depen-
dent grid is used. Samples are then gridded to the grid
corresponding to the nearest w -plane. Once gridding is
complete, each plane is Fourier transformed separately,
a phase correction is applied for that offset value of w,
and finally all planes are summed. This has the benefit
of decreasing the support required to approximately 15
pixels, resulting in one to two orders of magnitude less
gridding operations. However this comes at the cost
of increased memory usage, and the need to perform a
greater number of Fourier transforms, one for each w
specific grid.

This memory versus compute trade-off is potentially
useful for ASKAP, given the workload needs to be dis-
tributed over a large number of compute nodes anyway.
A simple approach to imaging involves assigning one or
more spectral channels to a given CPU core; a useful
approach if the number of number of spectral channels
is equal to or larger than the number of cores. Where
the number of cores greatly exceeds the number of spec-
tral channels, as is the case for continuum imaging with
ASKAP, the workload must be partitioned further.

These are many approaches to partitioning, some of
which involve duplicating the grid for reasons of scala-
bility alone. Partitioning by w -plane has the benefit of
enabling further scaling, and allowing the duplication
of grids to used to the advantage of the algorithm.

9 Related Work

This memo builds upon the work described in [5], [7]
and [6], specifically the later where the benchmark used
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here was originally published. This memo builds upon
those works by updating the sizing estimates to re-
flect the current ASKAP design, and importantly bring
concrete performance measurements into the estimation
process.

Varbanescu, et al. [10] describes an implementation of
the gridding algorithm for the Cell Broadband Engine
and also provides an excellent analysis of the algorithm.
Finally, Yashar & Kemball [11] provide a comparison of
the computational costs associated with the different
approaches of dealing with the non-coplanar baselines
effect.

10 Conclusions

We have performed measurement, estimation and anal-
ysis of the convolutional resampling algorithm as used
within the ASKAP imaging pipeline. Detailed perfor-
mance measurements were carried out on a variety of
platforms, showing the raw performance figures as well
as a metric measuring performance relative to power us-
age. This showed that although the benchmarked nodes
exhibited wildly varying performance, the actual power
efficiency for current generation platforms is much less
varied. Thus, it is noted that characterising a platform’s
performance with the target application, or a subset
thereof, is critical, and generic measurements such as
Flops/Watt or raw Flops are not as useful as they may
appear.

Analysis of the algorithm and performance mea-
surements show that on modern multi-core processors,
memory bandwidth is the primary factor limiting per-
formance. Critically, the analysis shows that the bench-
mark is only achieving 3-10% of peak theoretical Flops
for most platforms. While a number of approaches
to improve efficiency are described, it is apparent that
achieving anything close to 100% is not going to be pos-
sible without significant change to either the hardware
or software.

The central processor sizing estimates concluded that
to run the 30-arcsec spectral line and continuum imag-
ing pipelines simultaneously, a compute cluster of ap-
proximately 1880 dual-socket quad core nodes would
be required. Such a cluster (or equivalent supercom-
puter) would have a theoretical peak performance of 176
double-precision TFlop/s. We also show that running
the spectral line imaging pipeline in 10-arcsec mode
would require more than double the compute capacity.

Finally, we describe a number of potential perfor-
mance optimisations which we hope will enable us to
reduce the size of the required compute cluster to ap-
proximately 1000 such nodes, or to around 100 TFlop/s.
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